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Tech corner
Why is the extraction of text from a PDF document such a hassle
Feb 23 2023, Updated Apr 9 2024

When I use a text editing tool such as Microsoft Word then it is quite natural that I can select a portion of text and copy it to the clipboard and paste it in to a window of any other tool. Not so with PDF. At least not with any kind of document. Why is that?


In PDF, as in other document formats too, text is based on fonts. Fonts contain, beside other information, a collection of characters which can be used to assemble the text. PDF supports various font formats such as Type 1, CFF, TrueType and OpenType. Fonts may be embedded in the document file or referred to by name.

In a TrueType font, each character is associated with a Unicode. A Unicode is a standardized number describing the meaning of a character independant of its appearance, e.g. the characters a, a and a have the same Unicode but a different appearance. In a font, the description of the appearance of a character is called a glyph. In a Microsoft Word document the Unicodes are used to store the text. PDF, in contrast, selects the character of an embedded font by its glyph number. The glyph number is local to the font and only valid in conjunction with the particular font.

This architecture has some advantages. Glyphs can be uniquely numbered without regard to the Unicode system, different appearances of the same character can be bundled in the same font, glyphs can be used without knowing its Unicode etc. However, there are also some disadvantages.

In order to reduce the size of a PDF file, some producers remove the Unicodes and their association with the glyphs. Thus, text extraction from such documents is inhibited. At least, these kind of documents can be detected and processed accordingly, one might think. But, even this is not true in general.

There exists producer software on the market that create PDF documents with correct glyph selection information but wrong or misleading Unicode information. Such documents look as if all Unicodes of the used characters were present but the association between the appearance and its meaning is wrong. In this case the extracted text appears as garbage.

Especially a standard such as PDF/A-2u, which requires that all text can be mapped to Unicodes, does not guarantee that the Unicodes mapping is correct allthough the text appears to be meaningful when it is displayed in a reader software. In general, even validator software cannot detect such a situation.

In order to find out whether a document contains extractable text in an automated - and to some extent reliable - way is to run the document through an OCR engine.


[image: ]ManipulationPDF Extract
Product variantsAPI

Product variantsShell tool (command line)






Like what you see? Share with a friend.



Grüezi! How can we help?

First nameLast nameBusiness email address
Phone number (optional)
Phone





 
General request
Conversion Service
PDF Web Viewer
Pdftools SDK
Pdftools API

Product you're interested in 
Software developer
Development team lead
DevOps engineer
System administrator
Product manager
Product designer
Other


Message
Send message



Explore
	Pdftools SDK
	Conversion Service
	Pdftools API
	PDF Web Viewer


Learn
	Documentation
	Blog
	Customer stories
	PDF glossary


Company
	About us
	Careers


Get started
	Contact us
	Log in



	Copyright © 2024 PDF Tools AG
	Imprint
	Privacy policy
	License agreement

Cookie settings
	
	
	







